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1 MeAétn kot TpoypappaTIoTIKn VAOTOINon alyopifumy xpovo-
dpoporoynong oe LLAPY WV XPOVOSIPOHOAOYNTT EPYATLOV

To VTTOAOYLETLKG CUGTAHHOTO HEYAANG KALLOKAG KOl GUYKEKPLUEVOL TAL VITOAOYLOTIKX GUGTHHOTR L T-
Mg enidoong (High Performance Computing clusters) eival evpéng diadedopéva ko ouyvéd ypnoipo-
TOLOVVTOL YL TNV ETLLAVOT) TOAVTTAOK WV TPOPANUAT®Y oTtd ToLKideg EpELVNTIKES TTEPLOYES OTIWG 1) TTPO-
YVWOT] KOL 1] HOVTEAOTOINGT) TV KALPIKOV Qovopévey kabag kot 1 Stepebvnon g akolovdiog Tov
avBpdTVOL YoviSidpatog. Ooo eEammAdvetal 1) epopproyT| TOUG, 1) KATAAANAN xpovodpopoAdynor TV
epyaotov [1] o’ avtd, amotedel kabopLoTIKO TOPAYOVTA YL TNV OTTOTEAEGHATLKT XPTOT) ALK KoL TNV
e€olkovopneon otnv katavaiwor evépyelag. Koplo Aoyiopikd mov cuvBétel éva TETOLO LITOAOYLOTIKO
ovoTNpY, eivor kL 0 Suyelplothc TOpwv (resource manager), o omoiog mepthapPavel évav ypovodpo-
poroyntr epyacicdv (job scheduler). O resource manager avalopfaver vor Stapolpéoel TOLG LITOAO-
YLOoTLKOUG TOpOLG aTig avtioTolxeg epyacieg. O job scheduler emikovwvel pe Tov resource manager
npokelpévou va TAnpopopnBel yix Tig ovpég (queues), Ta POPTIC TV LITOAOYLOTIKGOV KOUPwV (nodes)
Kot TV SoBeGIPOTNTR TOV TOPWV, DOTE VAL TAPEL OATTOPACELS YLoL T XPOVOSPOHOADYNCT) EPYACLAOV.
>xedov 6Aot oL resource managers Stobétovv évav evowpatwpévo job scheduler, aAAd& oL meprocoTe-
poL SLOXELPLOTEG CLGTNHATWV TOV AVTIKAOLoTOOV cUVRBWG e évav eEwTeplkd ®oTe va feATidcoVY TNV
AettovpydTn T TOL GLaTHHATOC. Elvan amapaitntn n dnpovpyio Tponypévwv xpovodpopoloyntov,
1ov Ba Ponbricouvv otnv kol vTepn aflomoinon Twv Topwv (resource utilization) kot TV moOLOTNTA TWV
nopexOpevov vrnpeowdv (Quality of Service). Zxomdg Tng mopovoag SITAWHATIKTG epyaciag eivor 1
KOTOVONGT] TOL TPOTTOL AELTOLPYIAG TOL evawpatwpévou job scheduler tou resource manager Slurm
[2] 1} Tov eEwtepuov job scheduler Maui [3] tov resource manager Torque [4], ) peAétn vapyOVTOVY
(0AAG P vAOTOLNpEVWV) XAYOPIBI®Y XPOVOSPOHOADYNOTG KAL 1] EVOWHATMOGT] TOUG TPOYPOHHATIGTIKA
(yAwooa C) ato job scheduler tov Slurm [5] 1} oto Maui [6] job scheduler.

Yyxetikd MaOnuota: Zvotipota HapdAining Enetepyaciog
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Yxetikn BifAoypagio:
1. http://dspace.lib.ntua.gr/bitstream/handle/123456789/38155/glykantzisv_hpc.pdf
2. https://en.wikipedia.org/wiki/Slurm Workload Manager
3. https://en.wikipedia.org/wiki/Maui Cluster Scheduler
4. https://en.wikipedia.org/wiki/TORQUE
5. https://github.com/SchedMD/slurm

6. https://github.com/LabAdvComp/maui
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2  Avalvon tng enidoong eQPopPOy®V 0€ APXLTEKTOVIKEG HE ALVO-
powopopen ntpocPaon pviung (Non Uniform Memory Access -
NUMA) kot vAoToinon aote A ECUATIKNG KATAVOUNG KOl XPO-
vodpopoAodynong

‘Evag atd Toug TpOmoug adEnong tng KAHOKWOHHOTNTAG TV LITOAOYLOTIKGOV CUGTIHAT®OV TTOL £XOLV
TOAMTTAOVG eme€epyaoTEG 0TO 1010 CVOTNHA ElvaIL HEGK TV APXLTEKTOVIKOV pe Avopolopopen IIpo-
ofaon Mviung 1 cAAdg Non Uniform Memory Access (NUMA) systems. H NUMA apyitextovikn
aotelel évav oxeSLoPO CLGTARATOS PVIING TTOAVETEEEPYOLOTIKMOV VITOAOYLOTIKGOV GUGTNHATOV, OT
omoia o xpovog mpdcPaong tng kOpLag pviung (RAM) e€optdron amd tnv amdotoaon tng Béong pvrpung
7OV TTPocTEAADVEL 0 eneEepyaatr. Xe pie NUMA apyLtekTovikn, évog eme€epyaaTnc £XeL PN yopoTepn
npocPacn oe pio TOTTLKT PVIHN oIt OTL G Piot ATTOHOKPUGHEVT), T) OTTOLRL OPWG ELVOLL TOTTLKT] YLOt KAITTOLOV
aAdov eme€epyootr). ZTOX0G TNG TapoVoG SITAWUATIKNG elvat 1) HEAETT) Kol 1) avaAvoT Tng emidoong
1ov mipokadel f NUMA apyLTeKTOVIKT] KOTA TNV EKTEAECT) GUYXPOVOV EYAPHOYHOV, KaBOG eTiong KoL 1)
AVOLYVQOPLOT] TTPOTVIIMV KL CUMITEPLPOPRDV KAL T] KALTIYOPLOTIOINOT) TV EYAPHOY®OV o€ gvaicOnteg ko
un-gvaicOnteg, wg TPog TNV cupTEPLPopd Tovg AOyw tng NUMA apyitektovikng. EmumAéov, Ba vio-
mownBel epyadeio kol TOALTIKEG ATTOTEAECPUATIKTG XPOVOIPOUOAOYNONG TTOAAATADY EPAPHOYDV, TOGO
HECW TNG KATAAANANG KaTavourg TV kOpPwv pvriung (memory node allocation) 660 ko péow g
KOTOAANANG emAOYHG TwV LITOAOYLOTIKGOV KOPPwv (compute node allocation).

Yyxetikd Mabnipata: Hponypéva Oépata Apyitektovikig Yroloyiotov, Aettovpykd Zvotrparta, Ep-
Yoo T pLlo AELTOVPYLIKOV ZUOTNHATOV
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3 Xxediaopog kot vAomoinon SVVANIK®V PUNXAVIGH®OV draporpa-

GUOD KPUPTNG UVIUNG KOl EDPOVG LMOVNG HVAUNG OE cUYXpOVa
moAvnOpnva voAoyloTikd cvotnpata (cache and bandwidth

partitioning)

H xpoen pvnun tedevtaiov emmédov (last-level cache) ko to drabéoipo edpog {wvng tpocPacng otnv
pvipn (memory bandwidth) aroteAotv §00 mOAD GNPAVTIKOVG TOPOVS TOL LITOAOYLGTLKOD GUGTHHOTOG
1oL ennpedlovy v enidoot TV epappoydv. EmimAéov, avtoi ot mdHpotl eivor kowvol ko Sroporpalo-
pevol yia 0Aeg Tig Siepyaoieg mov ekteAobvtal 6To cOoTNpA. AUTO oTpaivel OTL Ol GUVEKTEAOVDUEVES
diepyaoieg avtaywvifovtol yix TpocPact 6Tovg TOPOLS ALTOVG, e ATOTEAEGHA GLYVA Hla Slepyacio
vo ennpeddel TNy amddoon dAAwv. Ot TAéov o0y povol eme€epyaoTEG TAPEYOLY LITOOTNPLEN o€ entinedo
vAkoV (hardware) ko Aoyiopikot (runtime) yio tnv enifpAeyn tng xpnoyomnoinong (monitoring) twv
TOpwV avT®V. EmumAéov, mopéyxovy vmoothpién yio Tov SIpolpaopd twv mopwv avtev (partitioning).
2t6X0G TNG TAPOLOAG STAWHATIKNG eivarl 1) HEAETT), 0 oXeSLOPOG KoL 1] VAOTOLNOT] HITXOVIGHOV KoL
TOATIKGOV SLOXHOLPACHOD TNG KPLYPNG HVIHNG Kol TOL €0povg (VNG PVhUng o€ entinedo AoyLopikod
(runtime), dote va ehayloTomonBel 1) eMINTTWOT TOL AVTAYWVIGHOD YO UTOVG TOVG KOLVOUG TOPOUG,
éxovtag wg otdyo (i) Tnv adénon tov cuvoiikoo throughput Tov cveTipartog, 1) (i) Tnv Statrpnorn vym-
Mg emidoong Yo epappoyég vmAng tpotepordtntog (quality of service) eved PeAtidveton TawTdypova
T0 oLvoALK6 throughput Tov cuotrparog.

Yyxetikd Mabnpata: Hponypéva Oépata Apyitektovikig Yroloyiotov, Aettovpykd Zvotrparta, Ep-
Yoo TN pLlo AELTOVPYLKOV ZUOTNHATOV

Emwcorvovia: Kwotrg Nikag, knikas@cslab.ece.ntua.gr, 210-772-4159
Nwéra [amadomovrov, nikela@cslab.ece.ntua.gr, 210-772-2495
Baciing Kapakwotog, vkarakos@cslab.ece.ntua.gr, 210-772-4133

4 Melétn xar aEloAoynon T®v TEXVOAOYLOV dLXPOIPAGHOD KpUL-
PNG LVRUNG Kot ebpovg Lovng pviung (cache and bandwidth par-
titioning) oe cVOYXpoOvVA TOALVTVPN VA VITOAOYLOTIKA GUGTHHATA

Y TN PeATimwon TG £nid00NG TOAVVNUATIKDV EPAPHOYDV

To Sabéoypo evpog LdVNG HVApNG Ko To Tedevtaio emimedo kpuPng Pvipng eivon Stopotpaldpevol mo-
POL TOL CUGTHHATOG AVAPECH OTLG CUVEKTEAOVHEVES EQUPROYES. OTOoV TTOAAEG SloupopeTikég epappoyég
EKTEAOVVTOL TOLTOY POV O€ £val GVOTNHA, AVTEG avToywvilovTon peta€d Toug yia v npdofaocn oe
KOLVOUG TTOPOUG KO GLYKEKPLHEVO GTO TTEPLOPLOHEVO €0POG LdVNG Pvripng (memory bandwidth) ko 6to
televtado eminedo kpveng pvipung (last level cache). Avtog o avtaywviopdg kabag kot 1 Kok Storyel-
pLOT) TOL TTEPLOPLOPEVOL EVPOLS LOVNG HVANG KoL TNG KPLUPTIG HVAHNG, £XEL WG ATOTEAEGHA OL EYAPHO-
Yég va emnpedlouv 1) piot Tnv GAAN ko vor vtofaBpileton onpavTikd 1) cuVoALKT ardd0oT) TOL GLGTHHA-
TOG ALY KoL TV 8LV TV eQoppoydV (Lia epappoyr] propel va ennpedlet tnv amddoor puog GAANG).
[TopOpOLo PALVOPEVO TTOLPATTPELTOL AVAPEST GE TTAPAAANAQ VIHOTAL HLOG TTOAVVIUATIKTG EQAPHOYTG.
To TopIAANAQ VIHOTA PLOG TTLPAAANANG EQAPHOYTIG AVTAYWVILOVTOL Yot XLTOVG TOUG SLapolpaloyle-
VOUG TOPOULG emtnpedlovTog TNV GLVOALKT amddoon NG TapdAANANG epappoync. IIpooparta, n Sroyel-
pton tov evpovg {wvng pvipung (bandwidth) ko tov Tedevtaiov emmédou tng kpLETG PVIENG, dnAady
1 Tapokorovdnor g xpriong tovg (monitoring) kow o diopopiopds toug (partitioning) otic epap-
HOY£EG TOU GUOTHHATOG EYLVE EPLKTOG HEGW TWV TeXVoAoyLdV Memory Bandwidth Monitoring (MBM),
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Memory Bandwidth Allocation (MBA) ko Cache Monitoring Technology (CMT) kou Cache Allocation
Technology, avtictoya, mov apéyovtal amo tnv Intel RDT. O texvoroyieg MBA ko CMT mapéyovv
EVOL TPOCEYYLOTIKO Kol ppeco EAeyy0 eméSOL TUPTVa 6TO e0POG {OVNG HVIHNG KOL GTO TEAELTALO
entimedo g KpLENG PVNUNG, avticTolya, ov datiBevton otovg uprveg tng CPU. Sta mAaicia avtrig
G Sumhwpatikng Oa pedeticovpe Tig texvoroyieg MBA kou CAT, Tig moAttikég mov dwxtiBevton ko
TOL XOLPOKTTPLOTIKE QUTOV TV TEXVOAOYLOV GE TOAUVIHOTIKEG e@oppoyéG kot Ba Tig a€lomotjoovpe
yo 1 Pertioon tng emidoomg Toug.

Yyxetikd MaOnpota: Iponypéva Oépata Apxitektovikig YTOAOYLOT®OVY

Emwcorvovia: ABnva EAa@pot, athena@cslab.ece.ntua.gr, 210-772-2133
Xpiotiva Tavvodda, cgiannoula@cslab.ece.ntua.gr,
Kwotng Nikag, knikas@cslab.ece.ntua.gr, 210-772-4159

5 Melétn, oxedLaopOG, KAl VAOTOLNGT] ENMEKTACEWV TOV HNXAVL-
OH®V ELKOVIKNG HVNUNG

H ewovikr) pviun amotelel Oepelioddn “agaipeon” evdg voloylotikod cvothpatog. Kébe Siepyo-
ol xpnoLpomotel To SIkd TNG GUVEXT] XWOPO ELKOVIK®OV SlevBVVeE®Y yLot VoL TPOCTEAXGEL TN HVIUT,
EV® TO AeLToupykd clhotnpa eival vedBuvo Yyl v avTIoToLYicEL TIG ELkOVIKES dlevBVVOELS o€ PUOL-
kég devBvvoelg Pnyovipatog kot va artodnikedoel/diatnprioel/Sioyelplotel AUTEG TIG AVTIOTOLYICELG
oe mivokeg oeAidwv (page tables) yu kéBe Siepyosio. T va eEumnpetrioet puoe evtoAr mpooméda-
oNg PVNUNG o eme€epyaoTng PEmeL va peta@picel Tnv elkovikr dtevbBvvon (virtual address) ce @u-
owkr] (physical address). Tl Adyovg enidoomg, ot ene€epynateg XproYOTOLOVY eEELOLKEVUEVEG KPLPEG
pvripeg (Translation Lookaside Buffers, TLBs) yio tnv amofrjkevon twv mo mpdo@atemv peTa@pioemy.
EmutAéov, 1 ewcovikomoinor (virtualization) eivon puo teyviky mov emLTpénel TV TaLTOX POV EKTEAEDT)
TOAADV ELKOVIKGOV pnyavev (virtual machines 1§ guest VMs) o¢ eva guoiio punydvnuo (host). Kabe guest
TPEXEL TO SLKO TOL AELTOLPYLKO UGN, £xovTog TN PevdaioBnon OTL éxel TANPN Kol ATTOKAELGTIKT
npdoPoaon oe etkovikovg mopovg. Edikd Aoyiopikd (Virtual Machine Monitor) tov tpéyet 6to host eivor
vrtevBuvvo yux TV ac@arn] TpdcoPact tov VM 6TouG TPayHaTikoVg pUOLKoVg TOPOLE TOL GLOTHHATOG
(T.x pvijpn).
370 TAQIGLO TV PNYAVICPU®OV ELKOVIKNG PVING, Ba o800V Tpelg SimAwpatiké epyaoieg:

+ AmodoTtikég moArTikég draxeipiong peydAwv virtual-to-physical mappings

"Evag TpOmog peiwong Tou KOGTOUG TNG ELKOVIKAG HVHUNG eivon 1) ad€nomn tov TLB reach, dniadn
TOUL EDPOVG TWV ELKOVIKOV SlevBivoewv ov to TLB propei va petappéoet. Evag tpdmog adénong
tov TLB reach eivou n xprjon peydAwv virtual-to-physical mappings. Qotoco 1 dnpovpyio ko n
Swaxeipion peyddwv mappings, emipépel SuokoAiec/TpokAfcelg 6To memory management (7.x
fragmentation, memory bloat, unfairness, page sharing). xom6g tng mapovoag epyaciag eivol
1 HeEAETN QLTOV TV TPOPANHATOV KoL 1) Stepebvnon TOMTIKOV dtoxeiplong, apyLlkd pe xprion
twv huge pages ko ot cuvéxela pe xprion Twv range translations.

« Meyddeg oelideg ko cboTnpa apyeiwv (page cache)

>k0mog avTAG TNG SITAWHATIKNG epyacing eivot 1) HEAETN KO KATAVOT|OT TNG OECHELONG HEY K-
Awv oeAidwv amd To Aettovpytkd oG TN Yo oeAideg mov aodnkebovy dedopéva amd o dioko.
Sta mhalow g epyaoiog autrg Bo metpopatiotodpe pe patches Tov muprva Tov Aettovpytkot
ovotipatog Linux mov 61d)x0 £xovv va vtooTnpifovv Tn cuykekpLUéVn TEPInTwoT Al dev
éyouv okOp evowpatwdel 6To mainline.
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+ Nested Paging vs Shadow Paging

Ye virtualized mepipdArovta vtdpyovv dvo TeXVIKEG elkoviKOTOinong NG pvhung: to shadow
paging ko T nested page tables. H software texvikr) tov shadow paging peidvel to k66T0g le-
Thppoong alAd avEdvel To KOGTOG SLayelplong TG KVIUNG TOL guest TPOoKAADVTAG GUY VA TO
otapatnpa TG Aettovpylog Tov guest (VM exits). AvtiBeta, n voPfonBodpevn and to hardware
teyviky Tov nested paging av€dvel To k6o TOG pETAYpoT|G AAAG eAcryloTOTTOLEL TO KOGTOG dLoryei-
plong g pvipng tov guest. Exel mapatnpndei otnv epevvntikt fipAioypoapio dti évag mbovog
oLVOLAGHOGC TV dVO TEXVIKOV WITtopel va TeTtOXEL TO KaADTEPO oLUPLPacpd TAeoveKTHATOV
TWV dVO TEXVIK®OV. ZKOTTOG QLTNG TNG ePYoiag elval 1) HEAETN TwV d0O TEXVIK®OV, 1) HEAETN) TNG
oAAnAentidpacng Toug He To memory management tov guest kot Tov host pnyovipatog kot o
TELPAPATIGHOG e TO GLVOLAGHO TOUG.

Yxetikd Mabnpata: Epyactiplo Aettovpyikdv Zvotnpdtonv, IIponypéva Oépato ApyxLtekToviKng
YroAoylotdv

Emwcotvewvio: XAon AABéptn, xalverti@cslab.ece.ntua.gr, 210-772-2279
Baciing Kapakwotog, vkarakos@cslab.ece.ntua.gr, 210-772-4133

6 Xxedaopog KAl VAOTTOLNOT HNXAVICPH®V GE ENMLNEOO APXLTEKTO-

VIKNG YlO TNV EKTIUNOT TNG EVEPYQ XPTCIHOTOLOVHEVIG HVIHNG
(working set estimation)

H évvowx tng “evepyd xpnoomotovpevng pviung” (§ oAlidg active working set) opiotnke amd tov
Peter Denning 1o 1968 g to ohvolo Twv dedopévwv mov 1 kébe Siepyaoio tpoomedadvel oe éva oL-
ykekpévo xpovikod map&bupo. To active working set amotelel onpoavtiky petpikny otnv omola Po-
oilovtor moAttikég Soxpotpacpod mopwy (.. pvipng). O voloyiopdg tov active working set wpoy-
potomoleiton cuVRBWG GTO AOYLOULKO, XPTCLHOTOLOVTOG LITAPYXOVTEG HITXOVIGHOVG TOV AELTOVPYLKOD
OUGTAHOTOG KOl TNG OPYLTEKTOVIKTG, OTTWG yia mopdetypa Ta access kot dirty bits Tov mivaka oeli-
dwv (page table). XtOx0g TG SuTAWHATIKNG cruTT|G eivan 1) peAETT), 0 oXeSLLOHOG Ko 1) LAOTTOiN O VEWV
HNXQVIoHOV ekTipnong Tov working set o¢ eminedo apylTeKTOVIKHG/VALKOD.

Yyxetikd Mabnpato: ponypéva Oéparta Apyitektoviknig Yroloyiotdv, Epyaotiplo Asttovpylkdv
SUoTNHATOV

Emwcorvowvia: Baciing Kapakdotag, vkarakos@cslab.ece.ntua.gr, 210-772-4133
XAon ANBéptn, xalverti@cslab.ece.ntua.gr, 210-772-2279

7 Eg@appoyn aAyopifpmv pnxavikng padnong otnv apxiLtekto-
VIKI] UTTOAOYLOT®OV

AlyopiBpoL pnyovikng pdbnong ta€ivopnong (classification) xou tpoPAeyng (prediction) epappolovrar
TAEOV KALTA KOVOVXL GE TOHELS OTTWG 1) OPACT) LITOAOYLE TGOV, 1] enteepyacia PUOLKNG YADCOOG K.aL, TTe-
TUYaLVOVTOG EVILTTWOLOKG atoTedéopata. Kot eve cuyvd oyedialeton e€edikevpévo hardware yio tnv
ETLTAYVVOT] TOUG, ALYEG elvOl TTPOG TO TTALPOV OL TEPUTTMOCELS EPAPHOYTS/XPTIOTG TOVS Yia T PeAtimwon
g idag tng emidoomng evog LITOAOYLETIKOD GUGTHHOTOG.
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Ot o0y pOVeG apXLTEKTOVIKEG GUY VA ePItAékoLY evpLoTikéG peBddoug, pebddoug tpdPAeymg/vmobe-
TIKNG EKTEAECTG YIX TN HeyloTomoinoT NG emidoong evog cvotnparoc. [lapaderypa propel va Oewpn-
Bei n xprion mpoavakAnong (prefetching), mov xpnoipomoteiton yior TNV AVTIHETOTLOT) EVOG CNHOVTLIKOD
onpeiov ovppodpnong (bottleneck) enidoong Twv GOYYPOVEOV PYLTELTOVIKGDV, TOV KOGTOVG TTPOCTEAX-
oNG NG KVPLAG HVARNG. ZKOTOG TNG GLYKEKPLEVNS SuTAwpatikhg eivor 1) Stepedvnon tng duvatdtnTog
eQPaPPOYNG odAyopiBpwv pnyovikng pabnong npofieyng akolovbuodv (sequence prediction) k.o oTtnv
apxLTeKTOVIKY Yo T BeATioTomoinomn Tng enidoong ToL LITOCVGTANATOG PLVIUNG. AVTO PTTOpPEL Va TTe-
pLiapfavel PEATIOTOTOLGELS GTH XPHOT) TV KPLPGV Pvnuodv (caches-prefetching), oto pnyoviopo ei-
kovikfg pvrung (TLBs) x.ct.

>tox0g elvar apykd vo xpnotponownfel Aoylopikd pnyovikig pabnong (m.x pytorch) pe mpoypo-
kG dedopéva amd cOYYpoveL PNYavipaTa Yo T HEAETY) SLa@opeTkdV povtéAwy (1. LSTMs). X1n
OUVEXELDL, VAAOYX HE TO CURTEPAGHATA TOV TTPAOTOL PrjHatog, Bo emLyelprjcovpe va aELloAoyrjcove
1 SuVaTOTNTO EPAPHOYNG TOVG GE eMITESO PIKPOAPXLTEKTOVIKNG AapfdvovTtag vdyn tnv ToAvmAo-
KOTNTQ, TO XPOVO AIOKPLOTIG KOL TNV KATAVAAMGT] XOPOL KAl EVEPYELOG.

Yyxetikd MaOnuota: Iponypéva Oépata Apxitektovikig YIToAOYLOT®OVY
Yyxetwkny BifAtoypaepia:

1. “Learning Memory Access Patterns”, https://arxiv.org/pdf/1803.02329.pdf

Emikowomvio: XAon AABéptn, xalverti@cslab.ece.ntua.gr, 210-772-2279
Baciing Kapakwotog, vkarakos@cslab.ece.ntua.gr, 210-772-4133
Kwotrg Nikag, knikas@cslab.ece.ntua.gr, 210-772-4159

8 BeAtwotomoinon tng oovitag Graph500 oe apxirektovikég NUMA

H covita mpoypoppdrev Graph500 (www.graph500.com) dnprovpynOnke yia tnv a&loAdynon g eri-
d0GTG LTTOAOYLOTIKOV GUGTNHATWOV OTNV EKTEAECT) EQAPHOYQOV pe évTaot) ota dedopéva (data-intensive
applications). e avtr Tnv katnyopio avijkouv ko oL adyopiBpol enetepyaciog dedopévev opyavwpé-
vov oe ypayoug (graph analytics). H tpéyovoa ékdoon tng covitag Graph500 vAomotel tpelg voro-
YLOTLKOUG TTUPT|VEG: O TTPMOTOG KATAOKELALEL évav pn-katevBuvopevo ypapo, o devtepog draoyilel To
ypboo kot mAdtog (breadth-first search / BFS) kot o tpitog voloyilel dha To eAdyloTo povomdtion
amd évav kopPo-apetnpia (single-source shortest path / SSSP). Ztnv mapovoa Surhwpatiky, o pele-
toovpe Vv enidoor tng Pacikrg ékdoong g covitag Graph500 ce cuotrpaTa peydAng kAipakog,
pe xown pvhun, o apyttektoviky) NUMA, kot Bo feATIoTOTOLGOVE TOVG TPELG LTTOAOYLGTLKOUG TTUPT)-
veg, alomoldvTag Texvikég PedTioTomoinong ov éxovv mpotabel otn Pipiioypopic, evailokTicong
TPOTOVLE AVATTAPACTACTG TWV YPAPWV, TRLTOYPOVEG SOPEC SeQOPEVWV, SLOUPOPETLKA CYHHOTA GLYYPO-
VIGHOD KOl ETTLKOLVOVIAG,.

Yxetikd Mabnpota: Zvotipota Hapaiining Enefepyaciog

Emikowowvia: Nwcédo HamadomovAov, nikela@cslab.ece.ntua.gr, 210-772-2495
T'ecdpylog I'vovpag, goumas@cslab.ece.ntua.gr, 210-772-2402
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9 YAomoinon ko peAétn enidoong eQAPHOY®V VPNANG £viaong
ot etepoyevh ovotnuata (CPU , GPU, FPGA) pe tn xpfion tov
TPOYPAUPNATIOTIKOV povTéAov OpenCL

Tnv televtaia Sekoetio ) wbENOT TNG TOALTAOKOTN TG LA EVPELNG KATNYOPLOG LTTOAOYLOTIKGOV EQOP-
HOYQDV KOl 1] KATAPPELOT] TNG KAUAKWOTG TG EVEPYELOKNG ETTLOOTG TV eme€epyaoTOV YEVIKOD GKO-
7OV TTPOKAAEGE HLX GTPOPT| TPOG TA ETEPOYEVH LIOAOYLOTLKA cuoThpata (heterogeneous computing).
H evopynotpwpévn ypron eneepyactdv yevikod okomov (CPU) kat mpoypoppatilopevov emtayv-
vtov eldiko okomov (HW accelerators) yior vitoAoyLotiég epappoyég LYmAng évtaong epappoleton
Non o€ vtoloyloTikd cvoThpaTa kKévtpwy dedopévwv (data centers), aAAd ko o€ GLOTARATA LYNAGVY
emdooewv (High Performance Computing -HPC). ¥tdx0g n adénon tng amddoong pe 6povg enidoong
(performance) aAA& ko xatavédiwong oxvog (power efficiency). O emovadiapoppodpeveg apyLte-
KTOVLKEG, YVWOTEG KaL pe Tov ayyAlkd 6po FPGAs (Field Programmable Gate Arrays), eivou éva toxupod
LIOAOYLOTIKO VALKO TO OTTOL0 EMLTPETEL GTOVG OXESLAOTEG TN ONHULOVPYLIOL CUCTNHATWV EEELOKEVHEVWV
epappoy®v (application-specific). ITapd tn peyddn eveléio kat T GLYVI] VITEPOYT] TOUG GE EVEPYELOKT)
KOTAVAAWGT)/eTIS0GT) GUYKPLTIKA [e TOUG eNeEEPYNTTEG YEVIKOD GKOTOD aAAX ko pe GAAovg emita-
yovtég (m.x GPU), o mpoypoppatiopdg toug pe povtéda emmédov petapopag katoywpntr (RTL-based
programming model) dpotoe avaotaitikd oty gvupeio xprion tovg. Ta tedevtaio xpovia OpwS ava-
ToyOnkav tponypéva epyoeio ovBeomng (HLS) pe otdyo tnv avtopatonoinon tn dadikaciog oye-
dlaomng, kol TPOGPATH APYLoE VO VITOGTNPLLETAL/ XPTCLHOTOLEITAL TO TPOYPAUHATIOTIKO HOVTEAO TNG
OpenCl tov otoxevel 6TOV TAPAAANAO TTpOYpappaTiopd etepoyevav cvatnuatewy (CPU, GPU, FPGA,
DSP k.a) StevkoAvvovtag mopdAinia tr @opntotnTa petafd Soepopetikdv mAat@oppcdv. H e€éAEn
ot} o€ LVOLAGHO pe TNV eEEAEN TV apyltekTovikdv FPGA, kabiotd Tig Tedevtaieg puo eAkvoTikn
TeEXVOLOYL EMLTAYLVTOV gvpeiag Xpriong. Avakowvaoelg peydiwv etaipldv (Intel, IBM, Microsoft) yio
Aboeig mov ovvdéovv CPUs kat FPGAs eival ototyeio mov katadetkvoouy Tr 6Tpo@t] auTH.

H napodoa dimdwpartikr mepthapPavel e€otkeiwon pe To tpoypoppatiotikd povtédo tng OpenCL,
vAomoinomn alyopiBuwv vPnirg évraong oe etepoyevi) cvothpata (FPGA xar GPU) xau epappoy te-
XVIKOV Pedtiotomoinong otnplldpevov ot dlaitepotnteg tng kKdbe apyrrextovikng. Télog meptlop-
Bével T oVYKPLOT TV SLEPOPWV VAOTOLCEWV HE OPOUG ETLOOOTG KO KATOVAAWGTIG LoXVOG.
Yyxetikd MaOnuota: Zvotiporta HapdAining Ene€epyaociog, ¥neroxd Zvotiporta VLSI
Emwcowvwvia: XAon AARéptn, xalverti@cslab.ece.ntua.gr, 210-772-2279

Nwkéra [Tamadomovrov, nikela@cslab.ece.ntua.gr, 210-772-2495

ABnva Edappo, athena@cslab.ece.ntua.gr, 210-772-2133
T'ecdpylog I'kodpoag, goumas@cslab.ece.ntua.gr, 210-772-2402

10 Av&Avon O0ToplK®V deSOPEVEOV VILEPLTTOAOYLOTIKWV GUOTI-
HATWV

OL Lo ELPLOTEG TV GUYYPOVOV VITEPLITOAOYLOTIKOV GUOTIHATOV £XOLV T SUVATOTNTA GUAAOYT|G OT)-
HOVTIKNG TTANPOQPOPING YLt T CUUTTEPLPOPA TWV EPOPHOYDV TOL EKTEAODVTAL GTO GOGTNHUA, TOL OLLTT]-
HOTO TV XPNOTOV KOL TNV TOLOTNTA LTINPESiag TTov AapPavouy, aAA& Kol T1 GUVOALKY) KATRGTOOT)
tov cuotpatog. H cuAloyr] lotopikdv dedopévmv Tov cuaTrpatog divel Suvartdtnteg yia tn PeAtiovon
NG XP1OTG TOL GUGTHHATOC, oL 1) eme€epyocio tng propei va cupPaidel o peiwon Tov xpovou
OVOHOVAG otd TNV TAEVPE TWV XPNOTAOV, 6TN PEATIOON TV TOAMTIKGOV SEGUEVOTIG TOPWV KL XPOVO-
SPOHOAGYNONG TV EPYOOLOV, ALK KoL 6TV avOeKTIKOTNTA TOV GLOTHHATOG oe o@aApato. H mo-
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povoa Simhwpatikn eptiapPavel Tnv avadvon dedopévwv mov éxovv ocvAdexBel katd tn Aettovpyia
oL eBviko vepumoAoytoTikol cuoTripatog ARIS (https://hpc.grnet.gr/) xat tnv eE6puEn oxéoewv
HeTa€D GUUPAVTOV TOL GUGTAHATOG, AULTHUATWOV TWV XPNOTOV KOl CUUTEPLPOPAS TWV EPOPHOYDV, e
otoyo TN PeltiowoT) TG AeLTovpYilag TOV CLGTHRATOG KOL TNG LKOLVOTTOLNGTG TWV XPNOTOV, Kabdg Kot
Vv avémtugn piag pebodoroyiag cuotnuatikic cuAAOYG Ko ene€epyaciog avtioTolywv dedopévwv
O€ VITEPLTTOAOYLOTIKA GUGTHHOTA.

Yyxetikd Madnpata: Svotipoata Hopdiining Enetepyaociog, Texvntd Nevpwvikd Aiktoo ko Mrnya-
vk} Mabnon
Emwcorvovia: Nikéda Hamadomovrov, nikela@cslab.ece.ntua.gr, 210-772-2495

Kwotrg Nikag, knikas@cslab.ece.ntua.gr, 210-772-4159

11  Texvikég mpoPreypng kot TpoPoAng Tng emidoong map&AAn-
AV EPUPUOYHDV GE VITOAOYLOTIKE CUCTHHATA PEYAANG KAIpHCL-

KOG

H povtelomoinon kot tpoPAieyn tng enidoong TV TapdAANA®V QAPHOYOV OV EKTEAOVVTOL OE LITE-
PLTOAOYLOTEG €ival KPLOLHN YL TO OXESLOUO TV GLOTNUATWV eOpevng Yevids. Eva amd ta onpo-
VTIKOTEPQ EPWTIHATA TTOL KAAODVTOL VO ATTAVTI|GOLY Tat dtpopa povTéha TpOPAeyng eivar 1) enidoon
TWV EQUPROYDV G€ GLOTHHATH PEYOADTEPNG KALpOKG amd Ta vtdpyxovta, dnAad 1 tpofoln Tng emi-
doong twv epappoydv (performance extrapolation). To cuykekpipévo epOTNUX YiveTon eMTAKTIKO Kot-
B¢ Pprokdpacte otn ehot G petdPoong ard v enoxn Twv emddoewv g Tdéng twv PetaFLOPS
otV enoyr] Twv emddcewv ™G Taéng twv ExaFLOPS, tou cuvodevetal ad onpoavtikr] ad€nom Touv mAr-
Boug Twv TupNVLV KoL TV KOPPwV TwV vTepuToloyloT®V. X1 BipAloypagia éxovv mpotadel ToAAEG
TeyVIKéG povtelomoinong kot tpoPAreyng g enidoong, mov otnpilovtol eite o AVOALTIKE HOVTEA QL
eite oe epmelpikr] povrelomoinor. EmumAéov, amd T1g teyvikég aUTEG, OPLOPEVEG EXOLV ETTLYVWOT] TNG
OPXLTEKTOVIKAG 1/KaL TNG EQAPHOYNC, EVD AAAEG AVTIHETWTILOVV e YEVIKO TPOTO TNV APYLTEKTOVIKT)
1 11§ epappoyéc. Tia Tnv epappoyn Tovg, atantovv Tr GLAAOYT Kdmolag TANpoPoping, 6To Xpovo He-
TAYADTTIONG 1) GTO XPOVO EKTEAECTG, KOl XPTOLUOTOLOVV TTOAAATTAG epyaheiar yia TNV eEarywyn ko T
xprion tétolag TAnpopoping, 6mwg Tpocopolwtég (simulators) ko epyodeio cvAloyng ixvoug (tracing
tools). H mapovoa duthwpatikr éxet d0o pépn. Xto mpdto pépog, Ba pehetnOei n oxetikr) BipAoypapio
KO TO UTTAPYOVTA epYOieior TPOOOPOIWOTG, Yo TNV Aoy TNG kKatdAAnAng pebodoroyiag yio tnv
npoPorr] tng enidoong o€ cvuoTHpATA pEYOXADTEPNC KAILokac. XTo debtepo pépog, Ba avamtuyBovv po-
vréha tpoPAeyng enidoong mapdAAnAwy epappoyav, o evowpatwdodv ce epyaleio mpocopoiwong
Kot B e€eTAOTOOY TELPAUATIKG G TTPOG TNV KITOTEAECUATIKOTNTA TOLG Vo tpofdiovy tnv emidoon
EPUPHOYDOV 08 CUOTHHATO PEYOAVTEPNG KALHOKAG.
Yyxetikd MaOnuoata: Zvotipota HapdAining Enefepyaciog
Emikowowvia: Nwcédo HamadomodAov, nikela@cslab.ece.ntua.gr, 210-772-2495

T'ecdpylog I'kodpag, goumas@cslab.ece.ntua.gr, 210-772-2402

12 TMap&AAnAeg Aopég Aedopévmv

Me tnv emkparnon twv mToAvrOpnvey enefepyactdv, ol mapdAinieg dopég dedopévwv éxouvv yivel
TOAD OTHAVTLKO KOPPATL TV GOYYPOVOY TTOAVVIHATIK®OV EQOPHOYDV KOl AITOTEAODV TTOAD evepyl epev-
vnTikd medio. TTig mapdAAnAeg dopég dedopévwv elval oNHAVTIKO VAL GUYXPOVIGTODY T TTOAANCITTAGL
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VAHOTO EKTENESTG TTOV ETLTEAOVV AELTOVPYiEG TAV® O0€ AVTEG DOTE TP OUTtd TNV EEATOAALOT) TNG OW-
oG Aettovpylag va éxovv kot VYmAég emdocelg. Ot mo dradedopévol TPOTOL GLYXPOVICHOD elval Ta
kAedopata (locks) kot o atopikég evtolég mov mapéyoviar 6Toug ovyypovoug emeEepyootés [2]. Ta
KAELOOPATO KoL OL OTOPLKEG EVTOAEG PITOPODY VAL EPAPUROGTODY OXETIKG VKO X o€ autAég dopég dedo-
Hévev 0mwg ouvdedepéveg Aoteg, ovpég KA. Qotdo0 o€ o ovVBeTeg Sopég OTTWG eival Ta dévTpa oL
lock-based kou lock-free vAomouoeig eivon apxetd modvmAokeg. ot wTd TO AdYO LITAPYEL EpELVa YOPW®
amod d00 TEXVIKEG CLYXPOVIGHOD TTOL GTOXOG TOUG elval var SlevkoAdVoOULV TNV LAoToinon cbvleTwVv Ta-
pOAANAwV Sopav dedopévawv. Ot teyvikég avtég eivan To Read-Copy-Update [4,5] kot to Transactional
Memory [6] to omoio amd to 2013 kot émelta vITOoTNPifeTon Ko Td TO LALKO TV eme€epyocTOV TNG
Intel [7]. AutAwpatikég oxetikd pe mopdAinieg dopég dedopévav Ba aoyoAnBoiv pe tnv avddvor ko
a€LOAOYNOT TOV SLAPOPWVY TEXVIKOV GLYXPOVIOHOD G SLaPopeTLikég dopé dedopévmv.

Yyxetikd MaOnpoata: votipota HapdAining Enetepyaciog
Yxetikn BifAoypagio:
1. “Asynchronized Concurrency: The Secret to Scaling Concurrent Search Data Structures”,

https://dl.acm.org/citation.cfm?id=2694359
2. “Atomic operations”, https://software.intel.com/en-us/node/506090

3. “The Art of Multiprocessor Programming”, https://www. researchgate.net/publication/213876653_

The Art of Multiprocessor Programming
4. “Read-Copy-Update”, https://en.wikipedia.org/wiki/Read- copy-update

5. “Concurrent updates with RCU: search tree as an example”,

https://dl.acm.org/citation.cfm?id=2611471
6. “Transactional Memory”, https://en.wikipedia.org/wiki/Transactional memory

7. “Transactional Synchronization Extensions”,

https://en.wikipedia.org/wiki/Transactional Synchronization Extensions

Emwcorvovia: Anpitpng Ziakafapag, jimsiak@cslab.ece.ntua.gr, 210-772-2495

13  Avvopikn Tpomomnoinon tng ToroAoyiag NUMA oto Agttovp-
Yo XVotnpa Linux ywa A&wonoinon oe Ewkovikég Mnxavég
(VMs)

Sta ovoThpata avopotdpopeng tpoécPaong pvipng (NUMA), o xpovog ntpdcPacng otn pviun e€ap-
TéTon otd v Tomobesio TG pviung ot oxéon pe tov enekepyaotr|. Evag ene€epyaothg mposmeladvel
TOAD ypryopoTepa Ta dedopéva o eivar amobnkevpéva oTnv okt pvipn otd ot T dedopéva mov
Bpiokovtal oe pia amopakpuopévr. To Aettovpylkd cvotnpa yvwpilet Tnv tomoroyio NUMA, dniadn
TO XpOVo 1oV atateital amd k&be mopnva yix tnv tpdcPact oe k&dBe NUMA island. Qotdco, kabog
OTO TPUYHATIKG GLGTHHOTO LTH 1) ToTtoAoyio dev petafdiretal, Sev vITAPYEL koL 1) avtioToLyn Tpod-
PAedn oo Aettovpyikd chotnpa. QoTo600, ot ewkovikég pnyavég (Virtual Machines, VMs) 1) tooloyia
NUMA pmopei va petafadrdetar Suvopkd pe to xpovo kabog to virtual cpus twv VMs extedovvton
oe dropopetikd physical cpus Tov TPAYHATIKOD PNYOVIHATOC. XTOYOC AVTHG TNG SUTAWHATIKTG elvan 1)
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vAomoinomn ko aEloAdynon evog PxaviGHoD HEGK TOL OTOLOL TO AELTOVPYLKO GUGTNHA Bo evpepove-
Tan yio adlayég otny tomoloyio NUMA €101 wote va Sivel Tnv evkaipion 6 EQUPROYES TTOV HITOPODY
vo en@eAnBoiv atd avtd v TPOSUPUOGTODY KATAAANA Ko vaw avEfjoovv Tnv entidoot] Toug.

Txetikd Mobnpota: Aettovpyikd Xvotpoata, Epyactrplo Aettovpylk®v SuoTnpdtey

Emikowowvia: Anprtpng Zwokapépoag, jimsiak@cslab.ece.ntua.gr, 210-772-2495

14 Melétn AELTOVPYIK®V CUCTNUAT®V YLK MANycore APXLTEKTO-

VIKEG EMLTAXVVIOV

Tnv teAevtaio dekaetia mapatnpeiton emPpddovorn otnv kApdkwon Twv ToAvmtdpnvey (multicore)
ene€epynoTOV YEVIKOD GKOTTOD YLt AOYOUG TTOU OXeTILOVTOL HE TNV EVEPYELAKT] TTUKVOTITA GTX OAOEV
Ko pkpotepov peyéboug transistors. Mio amdvtnon oe autiv tnv T@om eival n xprooroinon etepo-
YEVOV GUOTHHATOV KOL TTLO GUYKEKPLHEVAL ETLTOYXVVTOV. Ta AELTOUPYLKA CUGTHHATA YEVIKOD GKOTTOV
dev elvan T kataAAnAdTepa Yo TéToloug eidovg meptpdirovta, kabnhG pe Tnv TANODpa TV Aettovp-
YOV IOV TPooPépouy, Tpocbétovy aypeiaoto BOpLPo KATA TNV eKTEAEST] TOV EPAPHOYDOV. XE AUTO
To mAaiclo, £xovv avantuyBel eAa@piTEPO GLOTHHATA YIO Manycore apxLTEKTOVIKEG e GTOYO TNV
KOAOTEPT) KAHAKWOGIHOTNTO TOV EQAPHOYDV. ZKOTTOG QLTS TNG SUTAWHATIKNG elvar 1) peAéTn AetTovp-
YIKOV CUGTNHATOV EEELOLKEVHEVOV YLt GUOKEVEG ETLTAXLVTAOV, 1 a€LOAOYNOT) K&ITolov amtd avutd oe
OUYKEKPLHEVO emmLToryLVTY] Kat 1) mbavr] eméktaot tov pe faorn ta amoteAéopato tng mpoovopepdei-
oog akloAdynongc.

xetikd Madnpata: Aettovpykd Svotrpate, Epyaotrplo AelTovpylkdv SuoTNHATOVY

Emwcowvovia: Stépavog Tephyyerog, sgerag@cslab.ece.ntua.gr
Kwothg Hamalagepodmovrog, kpapazaf@cslab.ece.ntua.gr
Stpatog Yopadakng, psomas@cslab.ece.ntua.gr

15 Emtdyxvvon vAkol yior arod0TIK EKTELECT] EPAPUOYDV G

uni-kernels

M evdiapépovoa TPocéyylotn oTn peiwot Tov BopvPov Tov AELTOVPYLIKOD GLOTHHATOS KoL TLEPLTTMOV
eEaptrioewv oto mepPaAlov ekTéreong oG ePoppoYnG eivat 1) dnpovpyla evog AemtToD GTPOHATOG
e€aptrioenv (BLPAtodnkeg, Aettovpylkd cOOTNHX) Kot 1) 60VOEGT) €VOG eVIXiOU eKTEAEGLOL apELOL TNG
epappoyng (unikernel), mov Ba propei va extedeotel avtdvopa, 6TTWG o€ €va KOLVO AeLTovpyLKO o0¥-
otnpa. Tavtdxpova, 1 Sledpuven TNg XPrjoTG ETLTAYLVTAOV DALKOD YLO DTTOAOYLOTIKA CLITALTTTIKG KO-
HATIOL EPOPUOYOV KOBLOTA TO VALKO Teplocdtepo pooPhorpo, ko dpa dwbéoipo oe mepBdAiovia
cloud (Amazon AWS, Azure, kAm). ZtOx0G NG mapovoog epyaciag eivarl 1 oxedioon kot vAomoinon
€VOG GLGTHHATOG 1ToL Bt cLVSLALEL TNV ATTAAELYT) TEPLTTOV EEXPTIOEWV TNG EPAPROYNG OO TO TEPL-
BaArov extédeong (unikernel) kab®g koL TNV EvTagn emTAYVVOTG CUYKEKPLUEVOY VTTOAOYLOTIKG OITOlL-
TNTIKOV KOHUATIOV TNG EPOPHOYTNG. ZUYKEKPHEV, 1) epyocio epthapPhver: (o) perétn twv diabéot-
pov frameworks yu unikernels, (B) amodeAtinon epoappoydv mov a€lomolodv TNy emTéyvvoT VALKOD
oe GPUs/FPGAs, (y) vAomoinor tov cuoTripatog mov mopdyel unikernels pe avtr) tnv voothpien. kot
(8) melpapaTiKy ATOTIUNO TOL CUGTHHATOG.

Txetikd Mobnpota: Aettovpyikd Xvotpata, Epyactrplo Aettovpylk®v SuoTnpdtey

Yxetikn BifAoypagio:
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« Unikernel frameworks:

1. https://github.com/cloudius-systems/osv
2. http://rumpkernel.org/

3. https://github.com/libos-nuse/1kl-linux
4. http://cnp.neclab.eu/clickos/

5. https://wiki.xenproject.org/wiki/Mini-0S
« Acceleration:

1. https://www.khronos.org/opencl/

2. https://www.xilinx.com/products/design-tools/software-zone/sdaccel.html

Emikowowvia: Xtpdrog Yopaddkng, psomas@cslab.ece.ntua.gr
Kwotng Haralagpeipémoviog, kpapazaf@cslab.ece.ntua.gr
Stépavog I'epayyelog, sgerag@cslab.ece.ntua.gr

16 Benchmarking AAyopiBpwv Consensus oe Ethereum/Hyperledger

H teyvohoyia blockchain, wov apyiké dnpovpyribnke yio vo amotedéoel tn Pdon Aeitovpyiog tov
dwktdov Bitcoin, Aettovpyel wg éva kowvoypnoto dnpocto Aoyiotikd PipAio oto omoio eyypdpovron
OAeg ot emiPePaiwpéveg cuvarlayég — éva OVOAO cLUVOAAXYOV astotehoby éva block ko To k&Be
block avagépetar oto mponyoduevo tov dnpovpywvrog pix arvoida [1]. H emPePaivon tov cuvol-
AOy®v Ko 1) cUH@oVio yioe T oelpd exTéAEOTIG TOVG YiveTon pe KaTavepunpévo Tpodmo pe Xprion a-
yopiBpwv consensus. Oi dvo Pacikég katnyopieg TéTowwv alyopibpwv eivon ot lottery-based (m.y., o
Proof-of-Work touv Bitcoin) kot ot voting-based (mt.x., o Byzantine Fault Tolerance tov Hyperledger)
[2, 3]. Kabévag amd touv adyopibpoug avtol £X0UV TTAEOVEKTIHOTO KOL HELOVEKTIHATO O GYECT] HE
to transaction throughput mov emitvyxdvovv, TV KAMPAKOGHOTNTA TOVG, TNV ACPAAELL TOL TOPE-
XOUV, OKOHO KOL TV EVEPYELX TTOVL OTATAAOVV. 2TOX0G TNG STAWHATIKNG elvar 1) peAétn Stopopett-
KOV alyopibpwv consensus ov xprolpomoovvtol oTig 1o dnpo@iieig vAomotjoelg Blockchain, eite
public (Ethereum [4]) eite permissioned (Hyperledger [5]) pe tn xprion benchmarks (Blockbench [6] 1
Hyperledger Caliper [7] avtiotoiya) wg mpog Tig mopotdve LT TES.
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17 KAiypokwowyotnta Blockchain

H Siapaveia cuvalloydv, 1 éAAetym kevipikol eAéyyov, 1 pr avtiotpéPun o tng kot 1 Yeudo-
avwvopia tov tpoceépel 1 texvoroyia blockchain éxouvv 0dnyroel otnv viobétnon g oe TANBwpa
eQappoy®v épa ad to vopuopa (Sraxeiplor YneLakdy TepLOvCLAKOV 6TOLYELWV, otd TITAOUG LOLOKTY)-
olog Kol petoxég péxpL TaEdLTIKG pidia, dnpiovpyia YneLokoOY TALTOTHTWOV TOL YXPTCLHOTOLOVVTOL
oe Ynelakég voypaég, dnpovpyia emainBedong katoyporg yio kébe eidovg dedopévo, apyeio 1
diepyaoia). Qotd00, o€ TOAAEG TEPLTTOGELS LITAPYOLGEG LAoToLroelg blockchain votepodv oe puBpa-
n6door (throughput), ypovo amdxpiong (latency) ko amoutrioelg oe amobnkevtikd xopo. H advvapio
kAMpdcwong (scalability) emteiver to tpoPAnpa [1]. Xtdyog NG SITAWHATIKAG Eivot Vor AVTIHETWITIoEL
avTo0G TOLG MEPLOPLopoDg ToL blockchain vioBetdvtag dipopetikég oyediaoTikég emthoyég mov Bo To
KOTOOTHOOLY KATAAANAOTEPO Yl TN XPTioT) TOL G€ epappoyég o amontovv vPnAd throughput ko
xopunAo latency. Ot emiAoyég auTéG APOPOVV G€ AVTIKATAGTOOT] TOV LITOKELHEVOL AdOUNTOV SIKTOOL
P2P oto omoio Bacileton 1 teyvoroyia blockchain pe xatavepnpuévo diktvo kataxeppotiopov (DHT).
To DHTs eivar dopnpéva P2P Siktua Tt omoio katavépouvy dedopéva ko @opTto SpopoAdynons 6Toug
EUTAEKOHEVOUG KOUPOUG CVOUPOVAL L CLYKEKPLHEVOUS, BTN POVG Kovoveg [2].
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18 BeATioTOTOWNTAG YO EPAPHOYEG HNXAVIKNG HEONONG

H pnyovikn padnon (machine learning) xpnoiomnoteital 6Ao kot teplocdtepo o€ TOAAOVS Kot Stapo-
peTikoVg Topeig epappoymv. H mAnbdpa alyopibpwv pnyavikig padnong mov vdpyxovv vAomotnpé-
VoL G& SLoPOPETIKEG TAATYOPHEG SLGXEPALVOUV TNV ATTOPACT) TOL TPOYPOULATIOT G TPOG TO TOLOL
vAoToinom molov alyopibpouv eivat 1) Lo KATAAANAL YL Lot GUYKEKPLUEVT] EQAPHOYT] OLVEAOYXL HE TLG
amoitroelg g (.., embopntr akpifela ko xpovog ov amanteitan yio vo emitevyet), To dedopéva
mov ene€epydletoun (1.x., streaming 1} batch) ko tov Sabéopo e€omhiopod (.., péyebog cluster, dmap€n
GPUs). Idaviké, o xpriotng Ba 10eke va opicel pe dnAwtikd Tpdmo to machine learning task Tov ko ké-
TLOLEG AUTTOUTHGELS TG EPAPHOYHG TOU kat évag PedtioTomowmthg (optimizer) va amo@acilel cvtoOpoT
oV KOAUTEPO duvatd alydopiBpo poli pe TIg TopapéTPous Tov GLOTHHATOG 6oL ot exTedeoTel Yot vau
KkoAveBoiv oL amartroelg tov xpriot [5]. H feAtiotonoinon auth o otnpiletol oe eKTIUNOELG VIO TO
K0oTog Kot TNV akpifetx Tov K&be adyopiBpov pnyovikng paBNong ylo GLYKEKPLHEVES TOPAPETPOVG


https://www.hyperledger.org/projects/caliper
mailto:katerina@cslab.ece.ntua.gr
mailto:katerina@cslab.ece.ntua.gr

Ko vtodopr. v apovoa SimAwpatikr Bo vAomown el évog TéTolog PeATIoTOTON TG 6TO TPOTLITO
Tov cvoThparog IReS mov éxel avantuybei oto epyastriplo [1]. Oa xpnoipomoinboiv adydpiBpor pnyo-
VIKTG p&Bnong vAomolnpévol oTa o Yvwotd katavepnpéva Big Data frameworks, 6mwg Spark MLIib
[2], Tensorflow [3], FlinkML [4].
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19 BeAtiotonoinon EneEepyaociag Big Data oe Etepoyeveig Ymo-
dopég

Soyypova cvotipata eneEepyaciog dedopévwv, ypovodpoporoyntég ko viodopég cloud mAéov xpn-
owomototy, ektog otd CPUs, hardware accelerators 0mwg GPUs, FPGAs, TPUs, ASICs, kATt yuot vo emtL-
tayOvouv v ektéleot) epyoctmv mov ene€epydlovral mora dedopéva, OGS aAyopiBpwy punyovikng
pabnong 1 epyocidv avédivong dedopévov (Data Analytics). Qotdéco avtd cvvBwg atartel e€eldi-
KEVHEVEG YVWOOELG OITO TOV TTPOYPOUHPUATIOTH, WOTE Vo StahéEel Tov katdAAnAo thmo hardware yuwor tnv
epappoyn tou kot va ypapet kddiko eldikd yio o hardware mov eméde€e. ISavikd Oa B e vo vtdpyet
BeAtioTomonTrig, 0 omoiog avaloya pe TNV epoppoyt, Ta dedopéva ov eme€epydleTol KoL TG OITOL-
TNGELG TOV XPHoTH Ge XPOVO eKTENECTG, KOGTOG LITOSOUNG KOl KATOVAAWGT) EVEPYELOG VO OTTOPOGLLEL
to €idog tov hardware mov Ba ypropomownBel ko vo Spoporoynoel TV epoppoyr TPOGg EKTEAEDT) e
Swpav) mpog tov xprjotn Tpodmo []. Ta tov okomd avtd Ba ypnopomonboiv eite TAat@odppeg emekep-
yooiog Big Data mov vootnpilovv extéleon oe edikd hardware (m.y., Tensorflow [2], Flink [3]) eite
Baoeig Aedopévwv mov Tpéyovv mave amtd accelerators [4].

xetikd MaOnpata: Katavepunpéva Svotnpoato
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20 Avtopatornoinomn xpovodpopoAoynong Ko déopevong TOpwv
Yo EKTEAEOT EQAPHOYDV HEYAANG KAipokag o€ epIPAAAO-
VT VTTOAOYLOTIK®OV VEQDV

To tedevtaio xpovia 1 éxpnén mov onpeldveTal otnv mopaywyr dedopévav éxel dnpovpyroel avti-
otolyeg avaykeg emefepyaciog kot a€lomoinong avtov. Mia TAnfodpa cvotnudtev enelepyaciog de-
SopéveVv o PEYOATN KALPOKO £XEL KAVEL TNV ELPAVLOT) TNG — CLGTHUATR TA OTOlCL GUY VA LAOTTOLODV
SLoUPOPETIKA TTPOYPOAPUATIOTIKE HOVTEAQ KO TTapovotdlovy Sloupopetikd yopoaktnplotikd. Ot TeAev-
taieg e€ehifelc 0dnyov oe évor HOVTELO OTTOL 1) LITOAOYLOTLKY] KO TTPOYPOUHATIGTIKY TTOAVTAOKOT T
«xpOPovTaL» arrd Tov TeEAKO XprjoTn Kat oL SUVATOTNTES TwV GUYXPOVOV AUTOV CUOTNHATOV TPOcPE-
POVTOL HE TN HOPYPT] LTTNPECLOV TTOL EKTEAODVTAL TTAV® oTTO VTOSOHES VITOAOYLOTIKOV VEPOV. Me avtd
Tov TpOTO, epyaleia emelepynciog peydhov oykov dedopévwv kal pnyavikng padnong yivovrou mtpo-
oLté koL og XprioTeg oL omoiol TBAVOG Sev EYOUV TIG TEXVIKEG YVWOOELG MOOTE VA T SLXELPLOTOVY —
KkaBdg 1) Suayeipiom yivetou ard Tov TEPoxo TWV LINPECLOV ALTOV. ATO TNV TAELPA EVOG OPYAVIGHOD
10V ntaileL aTO TO POAO TOL TAPOYOL TETOLOV ELSOVG LN PETLAOV, eivar emtBupn T 1 SuvatdTnTa PéATL-
oG dLoyelpPLOTG TOV LITOAOYLOTIKOV TOPWV e SITAO aTOX0. Ao TN [l TAELPA TNV EAXYLOTOTOINGN
TOUL KOO TOVG KoL otd TNV GAAN NG Trpnong Twv service-level agreements (SLAs) — Sipuepdv cUPPOVLOVY
7OV GUVAITTOVTOL L€ TOVG XPTOTES KAl APOPOVV TO ETITESO TWV TAPEYXOPEVMOV VTN PEGLOV.

Y& qvTO TO TAALOL0, GTO EPYUCTHPLO €XEL YIVEL 1) TPOOSTADELX HOVTEAOTIOINONG TWV EQPAPHOYDV KOLIL
ovoTNHATEYV eme€epyaciog — pe n xprion decision trees — ko Xpriong TV TAPAYOUEVWV HOVTEAWY Y1
TNV QUTOPTOTOLNGT) &) TNG XPOVOIPOHOAOYNONG EQAPHOYMV KaL ) TNG EKTIUNONG TV AITALTOVHEVODVY
LITOAOYLOTIKQOV TOPWV Yo TNV eKTEAECT] TOLg oe Xpovo mov dev mapaPuilel to SLAs. To {ntovpevo
elvou 1) eméktaon tng vtdpyovoag Abong atoug ekrg dfoveg:

« avantugn ‘tEumvng avtopatomotnpévng peboddouv detypatoAnfiag yio TNV KaTooKeLT) HOVTE WY
He 6TOXO T1) HELWOT) TOL KOGTOLG aUTHG TNG dradikaciog.

+ BeAtinon Tov alyopiBpov entidvong tov TpofAnipatog feAtioTonoinong mov TPokdITEL CTd TV
avayKn pelwong Tov KOGTOVG AAAR KOl TOVL XPOVOUL EKTEAECTIC TWV EPYOCLOV.

« depedivon XPHonG SLoPoPETLKNC HOPPTG HOVTEAWY YL TNV TTPOCEYYLOT) TG CUUIEPLPOPAS TWV
EQUPHOYDOV KL TWV CUCTNHATWV — TEPAV TV SEVTPV — KabDG KoL TOV EVTOTIGHO TV Topa-
HETPWV TTOVL €N PeALOLY TEPLGGOTEPO TNV ETLOOGT] TOVG.

xetikd MaOnipata: Katavepnpéva Svotipoato
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21 Xvykprtikn aElodoynon alyopifpwv unxavikng padnong os
cvotnuata eneepyociag dedopévov peydAng kAipakog

Sipepa, évag topéag enefepyociog dedopévav mov mapovotilel HeYGAo eVOLOPEPOV ELVaL O TOPEQS TNG
HNXoVIKG pabnong. e avtd o TAaiclo, xproonoteital £éva GOVOAO LOTOPLKOV deSOHEVOVY Yo TNV
e€aywyr) CLPTEPACUATOVY TThvw ce véx dedopéva (katnyoplomoinot, tpoPAeym tipmv, opadonoinor).
Qo1600, Kab®g 0 0YKog Twv dedopévav ouvex®g avidvetal, 1 Siadikacio dnpovpyiog TV HOVTEAWY
7oL elvat tkavd vo é€youV LTA GUUTTEPAOHATA YiveTo OAO KoL TTLO ottt Tiky ko xpovoPopa. Io
T0 AOYO auToh, €xel avamtuxBel TANODOPA KATAVEPUNHEVOV CUGTNHATWV, eEeLdLKEVPEVXL KaL [T GE QVTOV
tov topéc. Evar amd ta o Srodedopéva katavepnpévo cuoTripota yevikob okomol eivon To Apache
Spark, to omoio mapéxer PipAobrikeg adyopiBpwv pnyovikng pabnong (MLIb ko o adyovog tng n
ML). Qotdo0, 6w ovapépdnke, vtdpyel Ko v GUVOAO e€elSIKEVHEVOV KATAVEUNHEVOY GUGTIHA-
TWV OTOV TOHEN TNG PNYXAVIKNG P&Bnong, 0nwg To Google TensorFlow. To dtoupopeTiké qLTR GLGTHATO
ToPOLGLALOUV OTHOVTLKES dLoupOopEG PeTaD TOVG, TOGO o¢ eninedo apyLTEKTOVIKNG 0G0 KoL O eminedo
vAomoinong. i To Adyo avtd, kpivetou Wiaitepa GKOMHOG 0 EVTOTGHOG AUTOV TWV GTOLXELWIDOV dat-
(POP®V TTOL TOPOLGLALOVY AVTA TA CLGTHHATA HEGK TELPapATIKAG avdlvong. H cuykpitikr owth pe-
Aétn propel va pavel Wiaitepa xprioipn 1060 6TOLE TPOYPOUHATIOTES TTOL AVAITTOOGOLV TO EKAOTOTE
OUOGTNH, YO TNV TEPAUTEP® AVATTTLEN UNXOVICHOV TTOL eivat 1jd1) avemtTuypévn o€ kdoto GAlo, 660
KOl 6TOVG XPHIOTEG AUTAOV, TaPOLGLAlovTag Tov PEATIOTO TPOTO PUBHLOTG KoL XPHIOTG QLUTAOV.

310 epyacTriplo éxel yivel ovykpltikr] peAétn oe fabog yio tnv enidoot facikodv adlyopiBuwy pn-
xoviknig pédnong mov ypnopomotobv tov adyopibpo amdtopng kabddov (Gradient Descent) yiox tnv
ekmaidevon twv povtéAwv ota cvothporta Apache Spark kou Google TensorFlow. Qotdoo, nj obykpion
aotn prtopet va emektabel oe dpopa enimedo, OTWOC:

+ Enéxtaon avtng tng avaAvong ot eninedo cuotnuatwv

IIépa omtd awtd Ta SVO CLOTAUATA VITAPYOLY KO AN KATOVEUHEVH CUGTHRATO P OVIKNG
pabnong. Oa ftav xproipo 1 avdAvoT) autov ToL PacLkoD TUHHATOG TG HNXAVIKTG pdbnong va
emextabel ko oe dAla, OTWS yia apdderypa to GraphLab.

« Enéxtoon tng avadvong ot peyodvtepn tAndopa alyopifuwnv

Onwg avapépbnke, 1 avdivot kal 1) cOYKPLoT TV 300 GLOTNHATWY TPOG TO ToPdV TEPLOpi-
oTNKE avapesa oe adyopibpovg mov ypnoyomotodv Tov Gradient Descent wg alyopiOpo PeAti-
otonoinong. Xpriowo Ba Ntav va e€etactel 1) enidoon Twv adyopibBpwv e dAlovg alydpiBpoug
HNXovikng pabnong, 6mwg o KMeans ko toe SVMs. Tpnpo tng epyaciag Oa eivat kot ) vAomoinon
Twv alyopibpwv oe 6molo cvotnpa avtoi dev eivon Ndn Sabéoyol.

+ AgoAoynon tng enidoong tov Apache Spark oe vevpwvikd Siktva

To Google Tensorflow mapovoidletor wg éva tépo ToAD KaAd epyaAeio yia TV LAOTOLNOT) VEL-
POVIKOV SIKTOWV OV amoteAoV éva factkd epyadeio Tov Topéa TG fobidg pnyaviknig pabnong
(Deep Learning). Qotoco0, To Spark pe e€aipeon 1o perceptron mov amotelei éva amhd vevpw-
VKO SlkTLO eV ToPEXEL TNV SUVATOTNTA KATAGKEVHG HOVTEAWV QLUTOD TOU TOHEN TNG HIXAVIKNG
pabnong. Xpnon Ba rjtav 1 vAomoinon kémowwv adyopiBpwy vevpwvik®v StkTO®V o€ auTd Kot
o0YKpLoT) TOVG He TOug avTicTotyovg 6to Google TensorFlow.

Yyxetue Mabnpoato: Katavepnpéva Zvotipoata
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22 EAaotkn dwaxeipion nopwv cvotnpatemv dwaxeipiong dedo-
HEVOV HEYAANG KAIHAKAG HE TEXVIKEG UNXAVIKNG HEONONG

To kotavepnpéva cuotnpata enefepyaciog dedopévwy PeYAANG KAILokag XPTOLIHOTOLOVVTAL EVPEWS
ylot TNV atodoTIKT Kot KALLOKOOLUN ekTéAeoT) adyopiBuwv mave and dedopéva peydlov dykov. Zv-
oThpata avoluTikng ene€epyaociog dedopévwv 6mwg To Apache Hive ko Spark SQL yprnoipomototvron
yle tnv extédeon batch-SQL epotnuatwv, Paoeig NoSQL xproyomolodvTot yiow Tov atodoTiky ekTé-
Aeon real-time epTNPATOV eV cuoThpata 6mtwg To TensorFlow kot To Spark MLLib yio tnv ektéleon
aryopiBpwv pnyovikng pabnong. Ta cvotipata avtd éxovy tnv dvvatdtnTa pe tnv npocdnkn emt-
TAEOV TTOPWV var PEATLOGOUV TNV eKTEAEDT) TV AAYOPIBpWY ekpeTaAAevOpEVa TNV TOPGAANAT QOGN
g enelepynoiag, kATl oL T KAvel WOoVIKE Yo va TpéXoLY o€ TEPLPAAAOVTOA LITOAOYLOTLIKOV VEPODV:
HE TNV eKPETAAAEVOT) TNG WOLOTNTAG TNG “EAXGTIKOTNTOG” PITOPEL KAITTOLOG VO QVEOHELDVEL TOVG TTOPOLG
TNG LITOSOUNG VAAOYX HE TLG OVAYKEG TWV XPTOTOV.

To epyaotrplo XL EPYACTEL GTOV TOHER QLTO HE TNV YEVIKT TPOCGEYYLOT TNG SNHULOLPYLOG HOVTE-
AV punyoviknig pabnong ta omoia TpofArémovy kar/f aropacilovv v KatdAANAN dpaon (mty. Tpo-
oBagpaipeon LITOAOYLOTIKOV KOPPWV, AAAXYT] XOUPOKTNPLOTIKOV EPOPHOYNG, KATT) yio vor aevTouteEéADel
1 epappoyr ot éva dobév poprtio epyosiog pe Phon opiopéva kpitrplax enidoong mov divel o xprioTng.

To epyactriplo éxel peAeTrioel TeXVIKEG eVIOYXUTLKNG pdOnong (reinforcement learning) yia tnv dio-
xelpton mopwv cvotorytdv NoSQL (cbotnpa Tiramola [1]). Katdmiv, pedétnoe pia mpooéyylon pe mpo-
COPHOGTIKT SNHLOVPYLX TOV XDPOUL KATAGTAGEWV TNG HapkoPLavic aAvoidag o€ TepITTOOT) TOL LI P-
v ToAAég Sraotdoelg (cvotnuo MDP_DT [2]) kabmg ko pia tpocéyyion pe Pabid evioyutikn pabnon
(deep reinforcement learning).

MiBavég xatevbivoels:

1. Eméxtoon tov povtéAov evioyLTIKhG pABnong yio TNV epoppoyr emLTA{0V EVEPYELOV KOTA TNV
aoPOoT) AAAAYHS TV TOPLV piag e@oppoync. IIpog To mapdv or adydpiBpor tpocBaporpodv
HOVO LTTOAOYLOTLKOVG KOPPOUC, eVved vTTdpxeL 1) dSuvATOTNTA AAAXYTG KoL ETLTAEOV XAPAKTHPL-
otV (péyebog RAM, aptbpd moprivev, KAT).

2. Epappoyn evog omd toug alyopibpoug twv [bigdata, cegrid] oe éva véo odotnpa, mtx oto TensorFlow
1 oto Apache Spark pe dixgpopetika €161 poptiov.

3. Mewpopatiky aotipnon enidoong SoupopeTik®dv adyopiBuwv eAaotikrg dioyeipiong mopwv oe
SLoupopeTIKG CLOTHHATA.

4. Egappoyn evog amd toug mapamdve alyopibpovg oto obotnua Kubernetes tng Google yio tnv
Swyeiplon evog xatavepnpévou framework 6mwg to TensorFlow (rty Kubeflow) [citation]

5. Epappoyn dioupopetikmdv texvikodv Deep Reinforcement Learning yio tnv exmaidevor tov povté-
Mov. Ilpotéoelg:

+ Ta recurrent deep neural networks ypnoipomolodvtal evPEWG OTOV £XOVHE VO AVTLUET®-
nicovpe incomplete datasets, 6tav my kQmoleg peTprioelg wov Sopovv éva state Aeimouv 1
nepiéxovv B6puPo, dmov dedopévou g pvong Tov mpoPArparog (cloud environment), oe
npaypatikég ovvOnkeg Oa cuvavtodpe Tétown datasets.

« Xto deep reinforcement learning ypnoyomoteiton 1 e€icwon tov Belman:

Q(s,2)=V(s)+A(a)
omov 1 a&io Tov Q Sopeitan amod v akia Tov va elca G éva cuykekpipévo state, V(s) ouv
T0 képdog oL Do amoKkOpLleS av Emaupveg TO action a. TNV £wg TOPK LAOTOINGT MG TO



SikTvo pog voroyilel o Q values cuvoiikd. Xta dueling deep neural networks otdyog
etvon dvo Srapopetikd diktva va vtodoyilovv Eexwprotd ta V(s), A(a) ko ev ouveyeia vo
dopeiton 1 ouvoAikr) Adeor. Avth i teyxvikn Ponbéel oto decoupling Tov pofAnpatog kot
otnv kaAbTepn ekmaidevot) Tov SKTHOV, EVD TPAAANAX ATOPeVYEL TN OTATAAN TTOPWV GE
e10LKéG TTEPLITTOGELG OTTOV éva ek TV V(s), A(a) dev éxouv peydAn onpacic yio TNV TOALTIKT
7oL €xeL emLAEEEL O XPTIOTNG KOl ETOPEVWS O VITOAOYLOUOG TOVG PItopel va tapoheLpbet.
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23 Xvuykprrikn peAétn TEXVIK®OV TNG aAyopOpikng Oempiog mot-
Yviov yix arodotiko resource allocation e vtodoyloTikd vEPN
KOl KXTAoKeLT €vog oVyxpovou cloud based resource allocator

2T oVYYPOVOL HEYGAO DITOAOYLOTIKE VEQT 1) SUVOYLLKT] eKYXDOPTOT) TTOpwV o€ XprioTeg 1) tasks xpnotov
avaroyo e TNV ovaykn Tov xprotn kot tn Stebecipotnta moépwv oto dikTvo o dedopévn oTiypn
eparteTol 6To TPOPANHa Tov amodotiko? resource allocation. Yvotrpata 6nwg to Amazon AWS, to
Apache Spark xar to TensorFlow xpnopomolotv tnv diotnta g “ehaotikdtntag” yio v avEdvoovv
ToUG TTOPOLG £VOG XPTIOTI AVAAOYWS e TOV OYKO NG TTAnpopopiag mov emekepydleton pio dedopévn
OTLYpT 1] HE TO LTOAOYLOTLKO BAPOG TV EPWTNHATOV OV kKarAeiTon va ekteAéoel To task Tov. Xto epyo-
oTrplo éxovv dnpovpynOel eMTUYNHEVA HOVTELD TTOV TTPOPAETOLVY TIG AVAYKEG TOV XPT|OTH O SedOHEVO
XPOvo kai kdvouv aitnot oatov cloud provider yio Tovg avaAoyoug TOPOLG X PT|CLHLOTOLOVTAG TEXVIKEG
reinforcement learning.

To tedevtaio ypovia éxovv potabei povtéda tng alyopBuikng Bewpiag Toryviov yio amodotikd
task allocation, job scheduling kot resource reservation ce VITOAOYLGTIK VEQT), OTTOL GOV TTaLikTeg AOyi-
Covtou amd T pio eiTe 0 XproTNG, eite Eva cuykekpiévo task, eite pia QuOLKT PNXavY) TOL VEPOULG KoL
and v GAAN oav avtinalog évag agent tng vinpeciag, o omoiog eivan eite évag resource allocator
eite évog task allocator eite évag job allocator. Avapopetiég petappioelg pog mapopotog dtadikaciog
67mov évag agent Tov GLOTHHATOG avTaYWVileTal oe zero-sum mixed strategy maiyvia Tnv avaykn yio
KoTOANYM Opwv otd xprioTeg ov Toug £xouvv avaykr puo dedopévn otyuri[1][2](3].

3T0X0G HOG GTO EPYACTNPLO ELVAL 1] KATOOKELT] £VOG QUTOHATOTOLNHEVOL GUGTHHATOG KL GUYKE-
kpiéva tou resource allocator tov cuothpatog, mov Ba AapPdavel LITOYLY TIG AVTIKELHEVIKEG OVAYKEG
OAWG TV XPNOTOV eVOG LITOAOYLGTLKOD VEPOULG HLa Sedopévn oTLypr] (XPrOLHLOTOLOVTOS TO TAPATTAV®
reinforcement learning povtéAa) ko Tig peca peAAOVTIKEG avaykeg TV XpnoTodv kot Oo Stavépel aro-
dotkd Opovg o kGbe XprioTN HE YVOHOV TO XOHNAO KOGTOG TNG LINPEGLag KaL Kupiwg Tng dikoung
KOUTOVOUAG TTOPWV HETAED OAWV TV XPNOTAOV.
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210X0G TNG SUTAWHATIKNG LVOL 1) CUYKPLTIKT] HEAETT] TOVAXYLOTOV TPLOV SLUPOPETLIKDOV TEXVIKOV
7ov éxovv potabel yix To resource allocation Baoiopéveg otnv adyopiBuikn Bewpio moryvieov kot 1
KOTOOKELT] TNG OPYLTEKTOVIKTG OTTWG kat 1) bAomoinon evog cbyxpovou resource allocator agent Po-
olwopévou otnv aiyopBuiky Bewpio moryviov mov Ba evowpatdvetol Tvew ot évav ovyypovo cloud
orchestrator 6mwg to Kubernetes[4] 1§ O cuvepyaleton pe éva ovyypovo cloud tool yux scheduling 7
resource allocating 6nwg to Apache Mesos[5] 1} To Yarn.
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